
Fusing Real-Time Depth Imaging with High Precision Pose Estimation by a
Measurement Arm

Svenja Kahn, Arjan Kuijper
Fraunhofer IGD

Darmstadt, Germany
Email: svenja.kahn@igd.fraunhofer.de

Abstract—Recently, depth cameras have emerged which cap-
ture dense depth images in real-time. To benefit from their 3D
imaging capabilities in interactive applications which support
an arbitrary camera movement, the position and orientation
of the depth camera needs to be robustly estimated in real-
time for each captured depth image. Therefore, this paper
describes how to combine a depth camera with a mechanical
measurement arm to fuse real-time depth imaging with real-
time, high precision pose estimation. Estimating the pose of
a depth camera with a measurement arm has three major
advantages over 2D/3D image based optical pose estimation:
The measurement arm has a very precise guaranteed accu-
racy better than 0.1mm, the pose estimation accuracy is not
influenced by the captured scene and the computational load
is much lower than for optical pose estimation, leaving more
processing power for the applications themselves.
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I. INTRODUCTION

Whereas up to a few years ago only 2D images could be
captured with video cameras, recently also depth cameras
have been developed. These cameras capture dense depth
images in real-time by measuring the distance to a 3D scene
for each pixel in the camera image: time-of-flight depth
cameras emit near-infrared light and measure the time it
takes until the light reflected by the 3D scene gets back
to the camera sensor [1]. In contrast, structured light based
cameras such as the Kinect depth camera project a near-
infrared pattern onto the scene and estimate the distance by
analyzing the distortion the projected pattern [2].

The benefits of real-time 3D imaging over two dimen-
sional imaging becomes evident in combination with mixed
reality applications: on the one hand, real-time depth imag-
ing enhances the realism of mixed reality by providing 3D
information about the scene required for realistic shadow and
occlusion calculation [3]. On the other hand, real-time depth
imaging in combination with augmented reality techniques
supports 3D inspection and 3D modeling tasks by providing
a dense 3D geometric difference detection between a real
object and a 3D model of this object [4]. Such interactive
applications use a depth camera that is not restricted to a
single viewpoint. Thus, the position and orientation of the

depth camera needs to be calculated in real-time for each
captured frame.

In previous work [3][4][5], the depth camera’s pose was
estimated with image based camera tracking, either marker-
based or with markerless camera tracking. However, image
based camera pose estimation of depth cameras has the
drawback that the accuracy of the camera pose depends
strongly on the captured scene. If there are not enough
distinguishable features in the 2D camera image or if these
features cover only a subpart of the camera image, the
tracking accuracy decreases or the tracking fails completely.
The weaknesses of 2D image based optical camera tracking
can be reduced by incorporating the depth measurements
in the pose estimation process [6]. However, the alignment
of measured depth images with a reconstructed 3D model
of a scene is computationally very expensive. Calculating
the pose in real-time requires a very sophisticated approach,
which massively parallelizes all required computations on
the graphics card [7]. This approach has the drawback that
the massive execution on the graphics card blocks the grapic
cards’ ressources in view of the application itself, and that
the tracking feasibility still depends on the availability of
characteristic 2D or 3D features in the captured camera
images.

For 3D imaging applications, inaccuracies in the camera
pose estimation usually are more critical than for classi-
cal 2D image based augmented reality applications, which
augment an object onto the 2D camera image: for the
augmentation of an object onto a 2D image, only the 2D
projection needs to be accurate. However, slightly different
combinations of 3D camera positions and orientations cause
very similar projections in the 2D space. Thus, when the
estimated camera pose differs from the real camera pose,
this has a larger effect in the 3D space than in projections
onto 2D images. For example, this effect can be observed
when a marker tracker is used to estimate the pose of a depth
camera: if a 3D model of the marker is projected onto the
2D camera image, this robustly projects the marker corners
onto the correct positions in the 2D image, even in frames
where the 3D measurements are obviously misaligned due
to inaccuracies in the estimated camera pose.
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Figure 1. Depth cameras rigidly coupled with a mechanical Faro measurement arm.

II. CONCEPT AND SETUP

To overcome the disadvantages of image based camera
tracking and to achieve an adequate pose estimation accuracy
for 3D imaging applications, our approach combines real-
time depth imaging with high precision pose estimation by
a mechanical measurement arm.

For classical 2D color cameras, the combination of a 2D
camera with a measurement arm has already been shown
to be useful for the acquisition of ground truth data for
the evaluation of camera tracking algorithms [8][9]. We
extend this combination to depth cameras and show, that
the combination of a measurement arm and a depth camera
makes real-time depth imaging applications feasible which
would not be possible without this specific combination.
Our approach is targeted at industrial applications, where
measurement arms are already used for measuring tasks:
measurement arms have a point tip with which the user can
measure the 3D positions of points on the surface of an
object with a very high accuracy.

For calculating the camera pose with a measurement arm,
we make use of the fact that the Faro measurement arm not
only provides the exact 3D position of the point tip, but also
its orientation. The main advantages of our approach are:

• High precision pose estimation: a Faro Platinum mea-
surement arm has a measurement range of 3.7 meters
and provides a pose with a guaranteed precision of
0.073mm within this working space. In contrast, the
camera pose estimated by real-time image-based cam-
era tracking can differ from the real pose by several
millimeters to centimeters.

• The pose estimation does not depend on a well suited
environment: in contrast to 2D / 3D image based cam-
era tracking, the pose is also calculated robustly, if there
are only few characteristic 2D / 3D features visible
in the current camera image (even, if no trackable

features are visible at all). Thus, the user does not need
to be careful to point the camera only towards well
textured regions in order to maintain a stable camera
pose estimation.

• Minimal computational load: the measurement arm
mechanically measures the rotation of each joint with
shaft encoders and directly outputs the position and
orientation of the point tip relative to the coordinate
system of the measurement arm. Thus, the application
only needs to get the pose from the interface to the
Faro arm and does need to spend any further processing
resources for the pose calculation.

To track the pose of a depth camera with a measurement
arm, the depth camera is rigidly coupled with the measure-
ment arm. Figure 1 visualizes three state-of-the art depth
cameras rigidly attached to a Faro Platinum arm.

Synchronization: While the measurement arm provides
the possibility to attach a hardware trigger cable, we chose
to use a software based approach for the synchronization
of the depth camera and the measurement arm. The reason
for this choice is to provide a generic approach which can
be used for any depth camera. For example, the Kinect
depth camera does not provide an interface for a hardware
triggering signal, so it is not possible to use a hardware
triggered synchronization for this depth camera.

The high update rate of the pose of the measurement
arm ensures an accurate synchronization in a software based
approach: the Faro arm measures and outputs more than 200
poses per second. By acquiring the most recent pose from
the measurement arm directly before capturing a new depth
image, a maximal offset of less than 5ms can be ensured.
This offset is very small in view of the typical integration
time of a time-of-flight depth camera, which is about 100ms
per captured frame.
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Figure 2. 3D difference detection with a depth camera attached to a
measurement arm.

III. HAND-EYE CALIBRATION

To calculate the pose of the depth camera from a given
pose of the measurement arm, the relative transformation
between the depth camera and the measurement tip of the
faro arm needs to be calculated first. This process is called
hand-eye calibration [10][11]. For a depth camera, it is
similar to the hand-eye calibration between a measurement
arm and a classical 2D camera. However, the hand-eye
calibration needs to be adapted such that it accounts for
the low resolution of time-of-flight depth cameras.

A necessary prerequisite for estimating the hand-eye cal-
ibration is that the intrinsic parameters of the depth camera
need to be known (horizontal and focal length of the camera,
its horizontal and principal point as well as the distortion
parameters). These intrinsic parameters only need to be
estimated once for each camera and are the same parameters
as for 2D color cameras. Thus, they can be calculated in an
offline calibration procedure with a 2D camera calibration
toolbox (GMLCameraCalibrationToolbox).

Figure 2 visualizes a sketch of the measurement arm, the
depth camera and an image marker which is used to calculate
the hand-eye calibration. We define the world coordinate
system (WCS) as the coordinate system of the measurement
arm. The measurement arm outputs the transformation T1,
which is the relative transformation between the measure-
ment tip’s coordinate system (TipCS) and the coordinate
system of the base of the measurement arm (WCS). The
transformation T2 is the hand-eye transformation between
the coordinate system of the depth camera (CCS) and TipCS.
T3 is the camera pose relative to the world coordinate sys-
tem. Once the hand-eye transformation is known, the camera
pose can be calculated from the pose of the measurement
arm and the hand-eye transformation with equation 1. In the
notation of this equation, each transformation Ti is split up
into its rotational and translational component (Ri and ti).

R3 = R2 ·R1

t3 = R2 · t1 + t2
(1)

Figure 3. Marker captured with a SwissRanger 4000 depth camera. The
intensity image is more blurred than typical 2D images of higher resolution
2D cameras.

The hand-eye transformation is calculated from n pose
pairs (T1j , T3j) with 1 ≤ j ≤ n. Each such pair contains a
pose of the measurement arm’s point tip and a depth camera
pose, both relative to the world coordinate system. The main
challenge for acquiring such a pose pair is the question how
to calculate the pose of the depth camera T3j if the hand-
eye transformation is not known yet. To solve this task, we
use the following two properties:

• The Faro measurement arm can be used to measure the
3D coordinates of 3D points on object surfaces. The
measured 3D coordinates are in the base coordinate
system of the measurement arm (which is the world
coordinate system).

• The pose of a camera can be calculated from a set of
2D-3D correspondences. Each such 2D-3D correspon-
dence stores the position of a 3D point in the world
coordinate system and its 2D projection onto the image
coordinate system of the camera.

We use an image marker to obtain such 2D-3D correspon-
dences. Instead of an image marker, a checkerboard pattern
could be used for the acquisition of 2D-3D correspondences
as well. However, time-of-flight depth cameras have a very
low resolution (a SwissRanger 4000 depth camera has a
resolution of 176 × 144 pixel and a CamCube 3.0 has a
resolution of 200 × 200 pixel). Furthermore, the intensity
images of time-of-flight depth cameras are more blurred
than the images of 2D cameras. Thus, instead of using a
checkerboard pattern, we use the corners of a single image
marker which can be robustly detected in low-resolution
depth images and capture close-up images of this marker
for a robust hand-eye calibration. Figure 3 shows such a
marker captured with a SwissRanger 4000 depth camera.



This marker is attached to a planar surface in the working
range of the measurement arm and the 3D positions of its
four corners (p1, ..., p4) are measured with the point tip of
the measurement arm. These four 3D points as well as the
intrinsic parameters of the depth camera and an image of
the marker are the input for the camera pose estimation.
Both the marker detection and the pose estimation are
provided by the computer vision framework InstantVision
[12]. The depth camera’s pose T3j is estimated with direct
linear transformation (DLT) and a subsequent nonlinear least
squares optimization. Then, the accuracy of the calculated
camera pose is estimated by a pixelwise comparison of
the marker in the captured camera image with a simulated
projection of the virtual marker image onto the 2D image,
given the calculated camera pose. A pose pair (T1j , T3j) is
only used for the hand-eye calibration if the projected marker
matches the captured marker well in the 2D image. For such
a valid pose pair, the hand-eye calibration T2j is specified
in equation 2 (it can easily be inferred from equation 1).

R2 = R3 ·R1
−1

t2 = t3 −R2 · t1
(2)

Theoretically, the hand-eye calibration could be approxi-
mated by a single pose pair. However, as described in section
I, the camera pose can be calculated inaccurately even if the
projected marker matches the real marker well in the 2D
image. To account for such inaccuracies, several hundred
to thousand pose pairs are captured (the required sequence
can be recorded quite quickly, as depth cameras capture
10 to 30 depth images per second) and T2j is calculated
for each pose pair. Then, each rotational and translational
parameter of the final hand-eye calibration is the median
of this parameter in all collected T2j transformations. If
so many transformations are calculated, the median differs
only slightly from the mean. Nevertheless, the median is
used to calculate the final hand-eye transformation because
it is more robust against outliers than the mean values.

Calibration of the Kinect depth camera: Whereas time-
of-flight cameras record both a depth value and an inten-
sity (grey) value for each pixel, the depth camera of the
Kinect captures only depth values. Nevertheless, the depth
camera of the Kinect can also be calibrated with a special
workaround: the depth camera is in fact a near-infrared
camera, which captures the distortion of a projected pattern
onto this near-infrared image to calculate the distances based
on these distortions. With the OpenNI interface, the raw
infrared image can be acquired. The marker cannot be
detected due to the projected point pattern. This is why the
projector is covered such that it does not project the pattern
anymore and the marker is illuminated with an external
infrared lamp. Thus, the marker becomes visible in the
infrared images of the Kinect depth camera and the depth
camera can be calibrated as described in this section.

Figure 4. 3D difference detection with a depth camera attached to a
measurement arm.

IV. APPLICATION: DIFFERENCE DETECTION

Figure 4 shows a 3D difference detection, which is based
on the combination of real-time depth imaging with a mea-
surement arm. This demonstrator was created in cooperation
with Volkswagen research and can be used to check if a 3D
model of a real object accurately models the real object, or if
there are differences between the object and the 3D model.
The user can move the depth camera around the real object to
detect differences. With the known pose of the depth camera
(inferred from the pose of the Faro measurement arm),
the depth measurements are compared to the corresponding
positions in the 3D model and the differences are visualized
with a color-encoded augmentation: green represents a good
match, yellow shows that the real object is farther away than
modeled and red shows that the real object is closer than it
should be (according to the 3D model). For example, the
steering wheel is part of the 3D model, but it is missing
in the real object. The gear is shifted differently in the real
object than in the 3D model, so it is colored both in yellow
(where it should be, according to the 3D model) and in red
(where it actually is in the real object).

The major advantage of such an application in comparison
to static laser scanning is that the user can interactively
move the camera to inspect differences at different parts
of the object and from arbitrary viewpoints. Such an in-
teractive 3D difference detection application could not be
realized without the combination of a depth camera and a
measurement arm: laser scanners usually either only capture
depth values along a single 1D scan line at a time, or
they can only be used from a static position, such that the
user cannot change the position of the scanner during the
scanning process. Without the precise pose measured by the
mechanical measurement arm, the camera pose would have
to be tracked either optically or by a real-time registration



of the 3D point clouds. Whereas the latter is too computa-
tionally intensive to be executed in parallel to the difference
detection algorithm, optical camera tracking would not be
accurate enough. For such a textureless object, the camera
pose estimated with optical camera tracking usually differs
several millimeters to centimeters from the real camera pose.
Such an inaccurate pose estimation would cause severe
errors in the difference calculation algorithm, making its
use infeasible for differences which are smaller than the
inaccuracies of the camera pose estimation.

The accuracy of the 3D difference detection depends both
on the accuracy of the pose estimation and the measurement
accuracy of the depth camera. The measurement accuracy of
a depth camera is influenced by several factors, such as its
distance to the measured surface and the surface’s reflection
properties (for example, the measurement accuracy is better
for diffuse than for specular surfaces). Kahn [4] provides
a simulation based analysis about the general influence of
camera pose estimation inaccuracies and measurement errors
on the overall accuracy of the 3D difference detection.

V. CONCLUSION

In this paper, we have presented the combination of a
depth camera with a mechanical measurement arm, which
fuses real-time depth imaging with a highly precise pose
estimation. Such an integration is the basis for applications
that acquire and register dense 3D measurements from arbi-
trary camera positions in real-time, such as the application
described in section IV.

Furthermore, an accurate camera pose acquired by a
mechanical measurement arm provides ground truth data
required for a quantitative evaluation of the accuracy of
3D measurements. The setup described in this paper was
used to acquire a variety of depth image sequences with
known ground truth camera poses. These test sequences are
currently evaluated to quantify the measurement accuracy
of depth cameras for different scenarios and to quantify the
influence of image based camera tracking inaccuracies on
the overall accuracy.

In view of the hand-eye calibration between the depth
camera and the measurement arm, in future work it would
be interesting to evaluate whether the hand-eye transforma-
tion could be further improved by a global optimization.
Currently, the hand-eye calibration is calculated separately
for each captured frame and the final hand-eye calibration
is the median of several hundreds of hand-eye calibrations
which were calculated independently of each other. An alter-
native approach to calculate the hand-eye calibration would
be to estimate a hand-eye transformation which globally
minimizes the projection errors of all 2D-3D marker corner
correspondences, instead of first estimating a camera pose
from the 2D-3D correspondences of each frame separately.
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